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Abstract

Modern distributed applications are highly dynamic,
starting and terminating different parts of the appli-
cation at run-time. These actions creates transient
phases in which application performance and behav-
ior may differ significantly from long-running, steady-
state execution phases.

A transient effect commonly observed when start-
ing executable units is the so-called warmup behav-
ior. This usually manifests itself as a performance
penalty at the start of an executable unit’s run-time.
The exact duration and impact of this warmup be-
havior can vary due to a variety of factors, such as
the programming language, execution environment,
frameworks/libraries, or underlying application data.
Existing work, such as [4], focuses on specific aspects
of warmup behavior and compares specific technolo-
gies. As a result, the overall effects have only been
sparsely analyzed and classified.
State-of-the-art software performance measurement
techniques, such as the SPEC Power and Performance
Methodology [2], take care to avoid warmup effects,
achieving stable and accurate results at the cost of ig-
noring the practical effects and implications that real-
world warmup behavior might have. In addition, the
effect of warmup behavior is often omitted from per-
formance prediction models, again leaving end-users
in the dark about this critical performance aspect of
their applications.

In this experience talk, we present the results of
a broad analysis of different warmup behaviors ob-
served in a large set of experiments. We highlight
the effects of both expected and unexpected factors
that may influence the warmup behavior of an appli-
cation. Our experiments range across different pro-
gramming languages, execution environments, con-
currency levels, and application types. Specifically,
we analyze the warmup behavior of applications writ-
ten in Python, Java, JavaScript (Nodejs) and C#.
For these languages, we analyze multiple execution
environments (such as different JVMs) and multiple
common frameworks. With the Java-ecosystem being
commonly associated with complex warmup behav-
ior, we perform a detailed investigation, showcasing

warmup-related aspects in Java applications. This in-
vestigation analyzes both warmup effects on synthetic
micro-workloads, as well as warmup effects on appli-
cations using common frameworks, such as Spring-
Boot, Quarkus, Javalin, pure Servlet containers, and
more. We show how these underlying factors affect
warmup behavior over time, and we generally charac-
terize common forms of warmup behavior.
Finally, we present the do’s and don’ts of warmup
measurements. We show how different types of perfor-
mance and load tests can be used to measure warmup
behavior, and discuss why these measurements may
lead to different conclusions. We address how the se-
lection of open or closed workload types may influence
the outcome of a warmup measurement, and we dis-
cuss the impact of high-concurrency load testing on
warmup measurement results.

This experience talk is intended for researchers as
well as practitioners. Researchers can use the expe-
riences shared in this talk to improve the design of
performance-related experiments by extending them
to specifically cover warmup behavior. This should
be especially useful for experiments on dynamic dis-
tributed applications, such as cloud-native software
applications. After all, such applications feature lots
of dynamic changes that trigger warmup behavior
in their constituent parts during run-time. Alterna-
tively, researchers can use the results of this talk to
improve the accuracy of performance prediction mod-
els and simulators. Tools such as Palladio [1] and
MiSim [3] can be enhanced by applying this knowl-
edge about warmup behavior to improve the accuracy
of their performance predictions in volatile and dy-
namic execution environments.
Practitioners, in turn, can use the results of this talk
to improve their understanding of warmup behavior
and its implications for their applications. This allows
them to make better-informed technology choices for
specific parts of their applications, and it allows them
to improve their performance testing and benchmark-
ing practices by taking into account the best practices
regarding warmup experiments shared in this talk.
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